
Crossover: Secure and Usable User Interface for Mobile
Devices With Multiple Isolated OS Personalities

Matthias Lange
mlange@sec.t-labs.tu-berlin.de

Steffen Liebergeld
steffen@sec.t-labs.tu-berlin.de

Security in Telecommunications
Technische Universität Berlin

ABSTRACT

Bring your own device policies allow private phones to be
used in corporate environments. Solutions with multiple
operating system personalities aim at solving the tension
between the user’s needs and the corporate’s security poli-
cies. These solutions succeed at isolating personal and cor-
porate information at the data level. But thorough research
of the security requirements on the user interface to handle
different environments on one device is missing.

In this work we define a threat model and derive the pre-
requisites for a practical and secure user interface for mobile
devices. We designed an UI framework which provides the
mechanisms to handle multiple environments on a mobile
device. Our design is applicable to several different virtu-
alization solutions. We implemented a prototype that runs
on a real device and evaluated it in terms of usability and
security.

1. INTRODUCTION
For most people mobile touchscreen devices, such as smart-

phones and tablets, are the personal hub to manage their
digital life. There is a recent trend to use privately owned
mobile devices in corporate environments as well. Allow-
ing these devices to access corporate networks poses serious
threats on the security of corporate data. Previous research
showed that current smartphone and tablet operating sys-
tems (OSes) such as iOS and Android are not up to the task
of securely handling information [1, 2, 3, 4]. This problem
is pronounced when the smartphone hosts critical corporate
information such as business contacts, contracts and confi-
dential data.

To handle privately owned devices, companies started to
set up bring your own device-policies (BYOD) [5]. Those
policies may include disabling functionality like the camera,
remote wipe of business and personal data and restrictions
on which applications can be installed. While these mea-
sures are required for corporate security, such harsh limita-
tions are unbearable for the employees, who want to get the
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most out of their privately funded equipment. Usually those
measures also degrade usability which is both a drawback for
users and for security. If usability is bad, users either start
avoiding the technology or they start to work around it. An
example is the use of private e-mail accounts instead of the
company’s super secure one because that one is not remotely
accessible or requires special equipment.

A solution to address the security weaknesses of existing
mobile OSes is to implement multiple security domains on
the device and have a trusted component isolate them from
one another. For example, one domain can be provisioned
by the company and another one is unrestricted and hosts
the user’s applications and private data. Several implemen-
tations of such multi-domain setups have been proposed.
They range from in-depth modifications of the OS’s middle-
ware [6] over using OS containers [7] to virtualizing the OS
itself [8, 9, 10, 11]

These solutions enforce isolation on the data and OS level.
But still security is affected by the way we interact with
mobile devices through their user interface (UI). The fact
that we hold them in our hands and use them on the go is
different to the way to use a traditional computer. Having
multiple isolated environments with different security levels
on one mobile device raises a couple of questions about the
UI.

• How can the information which domain receives user
input be conveyed to the user in a trustworthy fashion?

• How can the user reliably switch between domains?

• What are the properties such a system must have in
terms of usability?

In this paper we propose a secure graphical user interface
(GUI) for mobile multi-personality devices, which we call
Crossover.

Our contributions are:

• We define a thorough threat model with regard to the
user interface.

• To the best of our knowledge we are the first to de-
sign a secure GUI for mobile devices with multiple OS
personalities.

• We show the applicability of our design with a proto-
type implementation based on L4Android [9] that runs
on a real mobile device.

The rest of the paper is organized as follows. We start
by outlining the environment and setup of our work in Sec-
tion 2. In Section 3 we describe the threat model before



detailing our design in Section 4. The implementation is
outlined in Section 5. The evaluation in Section 6 is comple-
mented with a security analysis. Finally we present related
work in Section 7 and conclude in Section 8.

2. ENVIRONMENTAL MODEL
In this section we describe the environment and setup

which is relevant for our work. We start with a description
of the hardware and continue with a description of the inter-
action model of current mobile OSes. We will use the term
mobile device interchangeably for smartphone and tablet de-
vices throughout this paper.

2.1 Hardware
Throughout this paper we assume standard commercial

off-the-shelf mobile devices. They are battery powered and
usually equipped with 3 to 5 inch capacitive multi touch-
capable touchscreens (7 to 10 inches for tablets). Those de-
vices feature a number of hardware buttons for e.g volume
up/down and sleep. The audio system consists of multi-
ple microphones, an audio jack and small internal speakers.
Cameras are built into the front and back of the devices.
Some devices have a built-in front-facing LED which can
glow in different colors.

Mobile devices can connect to cellular networks via a built-
in modem and usually feature Wifi connectivity. Peripheral
hardware such as headsets can be connected via Bluetooth.
A general purpose CPU integrated into a system on a chip
(SoC) provides the processing capabilities. A conceptual
device is depicted in Figure 1.
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Figure 1: Conceptual mobile device with various
sensors and buttons and a large touchscreen.

Mobile devices carry a bunch of sensors to gather informa-
tion about their environment such as a proximity sensor, an
accelerometer combined with a gyroscope, an ambient light
sensor, a location sensor, a compass and sometimes even a
barometer.

2.2 Usage and Interaction Model
Mobile OSes have an application centric UI, where there is

only one application running fullscreen at any point in time.

This usage model results from the physical properties of mo-
bile devices. The physical screen real estate is limited and
touch handling is an imprecise input method which requires
sufficiently large UI widgets.

We call the current application the active application. Only
the active application receives input and can draw to the
screen. Other applications may still run in the background
to e.g. finish a download or play music. This usage model
is in contrast to desktop computing. On PCs the physical
screen dimensions are large. Trackpads or a mouse allow for
pixel precise input and there are usually multiple windows
of multiple applications visible in parallel.

Mobile OSes display important information such as net-
work status, battery level or notifications in a small infor-
mation panel located at the top of the screen. This panel
is not permanently visible as it can be hidden by fullscreen
applications such as games or movie players.

Applications are started from a central place called the
application launcher or are invoked by user actions such
as touching a web link in an e-mail message. One of the
hardware buttons (usually called home button) or a perma-
nently visible soft button enables the user to return to the
application launcher at any time. Certain events such as
an incoming call may automatically switch from the active
application to the call screen. An illustration of a typical
mobile screen is depicted in Figure 2.
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Figure 2: Conceptual screen of a mobile device. The
network and battery indicator are displayed in the
information panel located at the top of the screen.

3. THREAT MODEL
For our threat model we assume a mobile device that

hosts multiple OS personalities. The hosting platform (a hy-
pervisor or a special middle ware) ensures spatial isolation
between each OS personality. This precludes side-channels
such as cache timing attacks or exploitation of sensor read-
ings. All OS instances can potentially run in parallel.

We are only concerned with ensuring isolation between OS
personalities at the UI level. At any point in time exactly
one personality is visible full-screen. We point out that we
do not address UI isolation within an OS personality as done
by Niemietas et al. [12]. Hardware attacks such as cold boot
or JTAG attacks are out of scope of this paper.

In our threat model we assume that an attacker has sub-
verted one OS personality. A subverted OS personality poses
the following threats:



Screen Scraping Attack The subverted OS personality
might directly do screenshots of other personalities and
read confidential information.

Spying Attack The subverted OS personality might wire-
tap input events while the user enters confidential in-
formation into other environments.

Lookalike Attack A mobile device is usually operated un-
der difficult environmental conditions. This makes it
easy for an attacker to fake the UI. A subverted OS
personality could easily mimic the UI of another OS in-
stance. If the user can be persuaded that what they see
is the OS personality they want to use, they may en-
ter confidential information directly into the subverted
personality.

Denial of Service Attack If an attacker has access to the
input devices they can filter and modify input events.
For example they can disable a switch to another OS
personality, which violates the availability of these per-
sonalities. They could also emulate a switch by chang-
ing the UI of the subverted OS personality to look like
the target personality.

Of course the attacker can combine different attack meth-
ods for a more intelligent attack.

4. DESIGN
In this section we introduce Crossover. We present its

architecture, UI and its principle functionality. Crossover
has three distinct functions: a security level indicator, a
secure global menu and a global lockscreen. For the rest
of the paper we will use the term virtual machine (VM) to
denote an OS personality.

In Section 2.2 we described the interaction model of mo-
bile devices. Because of the limited screen real estate, a mo-
bile OS is optimized to take advantage of the whole screen.
This space is required to make multi-touch gestures such as
swipe and pinch to zoom possible.

Given that, we stick to the general usage pattern of mo-
bile devices. That is, only one VM is allowed to draw to
the complete screen and receive input from the user at any
point in time. We call this VM the active VM. All other
VMs are not allowed to receive input or draw to the screen
(background VMs). Because background VMs do not re-
ceive input events we expect them to enter sleep mode after
a certain timeout. This will reduce the CPU load and save
battery power.

In the following sections we first describe the principle
architecture of Crossover. We then describe each part and
its functionality in more detail.

4.1 Architecture
A conceptual illustration of the Crossover setup is de-

picted in Figure 3. In Crossover we have a hypervisor which
allows to setup multiple OS instances. For the design of
Crossover we make no assumptions on the implementation
of the hypervisor. The hypervisor manages system resources
such as CPU time, memory and it ensures isolation between
VMs. Crossover controls the touchscreen and the display
controller through two drivers. Those drivers communicate
with a multiplexing component. VMs and the Crossover UI
are clients of the multiplexing component.

The display controller driver leverages physical framebuf-
fers. The driver is also responsible for controlling the dis-
play brightness. The input driver reads input events from
the touchscreen controller and hardware buttons and reports
those to the multiplexing component.

The multiplexing component provides virtual framebuffer
and input devices to its clients. Those virtual framebuffers
are composed into one physical framebuffer as provided by
the display controller driver. The multiplexing component
is always in control of the position and dimension of each
(virtual) framebuffer. Clients cannot position their frame-
buffer on the screen. Input events received from the input
driver are distributed to the respective client as defined by
a static policy.
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Figure 3: Conceptual illustration of the Crossover
architecture. The input driver reports input events
to the multiplexer. The multiplexer uses and config-
ures the framebuffers provided by the display con-
troller driver.

4.2 Security Level Indicator
To provide confidence for the user that they are commu-

nicating with the VM they intent to communicate, a trusted
path is needed. The trusted path ensures that an attacker
cannot intercept or modify the communication.

In Crossover the Security Level Indicator (SLI) acts as the
trusted path to the user. The SLI allows the user to iden-
tify the active VM. Because not all mobile devices feature a
multi-color LED we decided to use a small area on the top of
the screen for the SLI. The rest of the screen is in use by the
active VM. Our architecture ensures that the SLI cannot be
replaced or overdrawn by any other component.

The SLI is placed at the top of the screen. There it is the
least likely that it is covered by the user’s hands. The SLI
adapts to device orientation changes. During provisioning
time each VM gets a name and color assigned. Consequently
the SLI is tinted with that color. Further it may display the
name of the active VM to ease distinction between different
VMs. Figure 4 shows the principal design of the SLI.
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Figure 4: An illustration of the SLI. Optionally, it
shows the name of the active VM, two handles for
the switch gesture and the color of the active VM.

4.3 Secure Global Menu
Certain device options such as display brightness, airplane

mode and sleep are device global and must not be controlled
by a single VM, because that could interfere with a VM’s
availability. On a normal device the display and the touch-
screen are turned off when the user presses the sleep button.
If the active VM is allowed to control both devices directly
it could start a denial of service (DoS) attack at the UI level
by ignoring sleep button presses.

Figure 5: A conceptual illustration of the global
menu provided by Crossover.

Instead Crossover provides a global menu to impose those
settings by a central policy. A mockup is depicted in Fig-
ure 5. We route certain input events such as the sleep but-
ton exclusively to Crossover UI. This policy is defined in the
multiplexing component.

The global menu occupies the whole screen including the
SLI. Parts of the screen that are not covered by menu entries
are dimmed. During presentation only the global menu will
receive input events. The global menu allows the user to
adjust global settings such as display brightness, mute and
flight mode. Further it allows to power off the device.

4.4 Secure Lockscreen
The third piece of Crossover is a global lockscreen. If not

in use a mobile device is usually locked. This mode serves the
following conditions. First, when in locked state, the screen
backlight is turned off, which saves energy and thereby pro-
longs battery life. Second, when locked the user cannot ac-
cidentally interact with the device, such as pocket dialing.
Third, security policies can demand that the user needs to
authenticate before using the device to prevent unautho-
rized access. Thus, the device must only be unlocked after
entering a PIN or issuing a predefined unlock pattern.

Further the global lockscreen acts as a notification center.
It can display various notification types such as the num-
ber of missed calls, unread e-mails or new text messages.
To preserve confidentiality, notifications from a secure VM
may only be displayed by using a badge which denotes the
number of missed notifications. In that case details such as
caller ID or a message excerpt are not shown.

VMs are able to post notifications to Crossover UI. For
each notification type Crossover only allows a fixed number
of total notifications. If the total is reached Crossover will
not accept more notifications of that type until after the
user has dismissed pending notifications. This avoids DoS
attacks against the lockscreen by depleting its resources.

4.5 Crossover Workflows
In this section we describe common workflows and how

the user interacts with Crossover.
Usually security adds some inconvenience to the workflow.

But users just want to get their work done without dealing
with complicated procedures. That means that Crossover
has to be simple and should minimize the hassle for the
user.

In the following paragraphs we describe how the different
Crossover components work.

4.5.1 Switching VMs

Switching between VMs is a security sensitive operation.
A malicious VM could carry out a DoS attack by constantly
switching VMs or prevent switching at all. Thus we do not
allow VMs to initiate switches. Consequently a VM switch
in Crossover must be initiated by Crossover, for example on
demand by the user or by an incoming call.

To be intuitive we decided to use a gesture to initiate the
switch. Our gesture requires a two-finger swipe from the
top of the screen to the bottom. This gesture does not mask
functionality of the mobile OS. As it can be initiated on the
screen bezel, which represents a large target for your fingers,
this gesture is easy to hit. Please have a look at Figure 6
for an illustration.

When a switch is initiated the user must receive imme-
diate feedback. Otherwise he might repeat the command
and unintentionally switch to the next but one VM. Also
the switch has to be disruptive so that the user is informed
of the switch and cannot miss it. The workflow is described
below.



Figure 6: Two finger swipe gesture to switch VMs.

1. The user does the two finger top-down switch gesture.
The multiplexer recognizes the gesture and sends a
switch event to Crossover UI. The multiplexer redi-
rects the complete input stream to Crossover UI. Until
the switch is finished or aborted no VM receives input
events.

2. Crossover updates the SLI, replacing the VM name
with the word switch, and removing the VM’s color.
During the switch gesture, the SLI follows the fingers
down to the screen bottom (similar to how the notifi-
cation screen of Android works).

3. When the fingers of the user cross the middle of the
screen, Crossover selects a background VM (according
to the ordering as defined at provisioning time) to be-
come the new active VM. The SLI shows the name and
color of the new active VM. If the user stops the switch
gesture before reaching the middle of the screen, the
switch is aborted and Crossover selects the previously
active VM and shows its name.

4. At the end of the switch gesture, the SLI goes back to
the top of the screen, and shows the name and color
of the newly activated VM. Crossover notifies the mul-
tiplexer that the switch has finished. The multiplexer
then restores the input stream routing to the new ac-
tive VM.

4.5.2 Handling Global Device Settings and State

As described in Section 4.3 Crossover provides a global
menu to handle global device settings and state. The sleep
button event is exclusively routed to Crossover. A double
“click” with that button brings the menu to the front. The
user then selects the desired function. To dismiss the global
menu the user has to tap the closure button in the upper
right corner.

4.5.3 Locking the Device

The device locks itself automatically after a predefined
inactivity period. The amount of time until lock mode is
defined at provisioning time and shall be chosen according
to the security policies of the most strict VM. Lock mode can
also be triggered by the user by pressing the sleep button.

In Crossover locking the device works like this:

1. The sleep button is pressed or the inactivity period
passed.

2. Crossover revokes access to the screen and the input
stream from the active VM. At this point in time there
is no VM that can draw to the screen or receive input.

3. Crossover switches the screen backlight off and disables
the touchscreen. The system may then do further mea-
sures to save power such as suspend to RAM of VMs
or clocking down the CPU.

Reactivation is handled like this in Crossover:

1. The sleep button is pressed.
2. Crossover displays a full screen lock interface. This

interface shows the name of the last active VM, and
its color, as well as a handle for the unlock gesture.

3. The user does the unlock gesture (e.g. a swipe to the
left).

4. Crossover may display the PIN entry screen, which
consists of the name of the last active VM and its color,
a test field and a soft keyboard.

5. The user enters his PIN.
6. Crossover draws the SLI with the name of the last

active VM and its color.
7. Crossover grants access to the screen and the input

stream to the last active VM, making it the active VM
again.

Reactivation can also be triggered by an incoming call.
In that case the user can take the call directly. The device
remains locked.

5. IMPLEMENTATION
We implemented a prototype based on the L4Android se-

curity framework [9]. It is an OS framework which facil-
itates the construction of secure smartphone systems with
multiple personalities. L4Android encapsulates the original
smartphone OS in a VM and multiple VMs are allowed to
run simultaneously. The L4Android framework is based on
a state-of-the-art microkernel and allows applications with
high security requirements to run side-by-side with the VMs.

We ported the L4Android framework to the Samsung Gal-
axy S2. This work included porting the Fiasco.OC micro-
kernel to the Exynos 4 SoC. A userspace component called
platform ctrl implements low level drivers for I2C and SPI
which are needed to control the touchscreen and the display
of the device. In our setup we run two VMs with Android
Gingerbread version 2.3.7. A picture of Crossover running
on a Galaxy S2 is depicted in Figure 7.

The display controller is the hardware component which
is responsible for displaying an image on the screen. It reads
pixel data from memory and displays the image by creating
the right data signals and timings for the display. On the
Exynos 4 SoC the display controller provides up to 5 physi-
cal independent framebuffers called planes. The display con-
troller composes the planes into the final image which is then
displayed. During composition it can perform various trans-
formations such as color conversion and alpha blending on
the planes. The planes have a fixed stacking order and can
be enabled separately. Also the size and position of each
plane can be configured individually.

In our setup the display controller is driven by the fb-drv
driver. It provides an interface which allows the multiplexing
component mag to access and configure individual planes.



Figure 7: A photo of Crossover in action. The SLI
is red and displays the VM’s text label.

Each VM is a client of mag and opens a session with mag
to receive a framebuffer and a virtual input stream. The
session parameters such as plane number and framebuffer
size and position are determined by a policy which is read by
mag during startup. Each framebuffer handed out by mag
is backed by a plane in the display controller. For this we
wrote a plugin for mag which supports that special type of
session. Because we exploited all physical framebuffers of the
display controller mag does not need to do the composition
of the virtual framebuffers in software as this task is done
in hardware by the display controller.

A userlevel input driver reads input events from the At-
mel mXT224 touchscreen controller, the touchkeys and the
hardware buttons of the Galaxy S2. The input driver re-
ports the input events to mag which distributes them to its
clients according to the configured policy.

As depicted in Figure 3 Crossover UI itself is a client of
mag. To prevent other clients from overlaying Crossover
UI it uses the front most plane. During normal operation
Crossover uses the top most pixels of the screen to draw
the SLI. Mag sends touch events it received in the SLI area
directly to Crossover UI.

6. EVALUATION
With the prototype implemented in Section 5 we con-

ducted a series of experiments to evaluate the usability of
Crossover. We present the results in the next section. This
evaluation is followed by a security analysis where we discuss
the impact of certain attacks and how they are mitigated by
Crossover.

6.1 Security Level Indicator Size
We ran a series of experiments to measure the impact of

the size of the SLI on the touchability and visibility. Setting
the SLI height has to take the display resolution into account

to avoid having a overly small or large widget on high or low
resolution displays.

In the first series of experiments we tested different sizes
of the SLI and how good it was touchable with the index
finger. We asked the proband to touch the SLI while we
increased the size of the SLI. For each size we made ten
runs. The smartphone was lying flat on a table and the
proband was asked to touch the SLI with his index finger and
before touching it again to touch another target on the table.
We chose this setup to avoid that the proband permanently
installs their hand in a fixed position above the device.

In the second experiment we used the same setup as before
but the proband was holding the smartphone in their left or
right hand. They then were required to touch the SLI with
the thumb of the hand holding the device.
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Figure 8: The smaller the SLI is the less it can be
touched. At a size of 1.2mm the hit rates with the
index finger and thumb are around 90 percent.

We expected the hit rates to constantly improve as the size
of the SLI was increased. We anticipated the hit rates to be
better when the proband used their index finger compared
to their thumb. The results are depicted in Figure 8.

From the graph it is evident that no proband was able to
touch the SLI up to a size of 0.5mm. We assumed a certain
threshold which is the smallest touchable coordinate which
may be defined by the hardware. To verify our assumption
we ran a simple test on various Android devices to learn
about the hardware constraints. In Table 6.1 you can find
the smallest y coordinate reported by different devices and
their respective display resolution. For that experiment we
used the tool getevent and recorded the reported coordinates
while slowly sliding one finger from the upper screen bezel
onto the touchscreen. Then we took the minimum of all
values reported for the y coordinate.

As Table 6.1 shows almost all devices start reporting events
after roughly 0.5mm. This makes this value the lower bound
for the SLI height. Any UI widget located at the top of the
screen which is smaller than that won’t be touchable by the
user.

In Figure 8 you can see that our initial assumption was
right. The hit rates for the index finger and the thumb
constantly improve with the increased SLI size. The figure



Device y (px) Display dpi Size (mm)
Nexus 7 4 1280x800 (216dpi) 0.4
Galaxy S2 4 480x800 (218dpi) 0.5
Galaxy S3 11 720x1280 (306dpi) 0.9
HTC One S 6 540x960 (258dpi) 0.6

Table 1: Smallest y coordinate reported by various
Android devices. The last column shows the size in
mm.

also shows that the values are slightly worse for the runs
with the thumb. This is not surprising as the thumb covers
a larger screen area and therefore can only be positioned
less accurately compared to the index finger. At a size of
1.2mm the hit rates for thumb and index finger more or less
match which indicates a reasonable size for the SLI. What is
interesting is that while further increasing the SLI size the
hit rates seem to slightly drop. We think this is due to the
exhaustion of the proband who with the increased SLI size
becomes less concentrated.

The key results from this experiment are

• There is a lower bound for the widget size to be touch-
able.

• To achieve reasonable hit rates the size of the SLI must
not be smaller than 1.2mm.

In a third experiment we measured the influence of the
size of the SLI on the perceptibility under different envi-
ronmental conditions. For the experiment we used the three
primary colors red, green and blue for the SLI. We generated
two other sets of colors by reducing either the saturation and
the brightness to 50%. This created darker shades of red,
green and blue and a set with a pastel like tint. For the ex-
periment we used each of those 9 colors in a random order to
tint the SLI. Each configuration was shown to the proband
for one second. The proband then had to decide which color
the SLI had and how good their subjective recognition was.

We chose two different locations for the experiment and
used three different SLI sizes (0.4mm, 1.0mm, 1.5mm). We
conducted the first series in a standard office environment
and the second one outdoors during noon while the sun was
shining. We used an ambient light sensor of another smart-
phone to estimate the illumination level of the location. The
office location had around 300lux while we measured around
40.000lux outside. We set the display brightness of our test
device to 100 percent.

We expected the perceptibility of the different colors to
be no problem in the office location. In fact even with the
smallest SLI size the error rate was less than 5 percent. All
probands said that they were able to easily recognize the
different colors. The errors resulted from probands confusing
a color with its darker or lighter shade.

This observation changed when we repeated the exper-
iment outside in the sun. With the smallest SLI size of
0.4mm the error rate sprung over 50 percent. The dark
shades of red, green and blue were basically indistinguish-
able. The situation improved when we increased the SLI
size to 1.0mm and 1.5mm. The error rate dropped to 25
percent which is still significantly higher than compared to
the indoor results. The probands were able to recognize
the correct hue but distinction between the different color
shades was difficult. All probands had problems recognizing

(a) Indoor, all colors can be
distinguished.

(b) Outdoor, reflections and
bright light make it hard to
distinguish colors.

Figure 9: The two pictures demonstrate how the
same set of colors is displayed under indoor and out-
door conditions. Outdoors colors with a dark shade
are basically not recognizable. Colors with different
saturation appear to be equal.

the dark shaded colors. A photo of how the colors are visible
under indoor and outdoor conditions is depicted in Figure 9.

The results from all three experiments are:

• There is a lower bound for the widget size to be touch-
able which is about 0.6mm.

• The SLI must not be smaller than 1.5mm to be recog-
nizable under indoor and outdoor conditions.

• The brightness of colors should be as high as possible
to make them easily distinguishable under bright light.

As a conclusion the SLI must not be smaller than 1.5mm. As
we described in Section 4.2 the SLI may display the name of
the active VM. With that requirement the height of 1.5mm

is too small. This would make the text label unreadable.
Because there is always a trade-off between providing max-
imum screen size to VMs and the SLI size we recommend a
size of at least 2.5mm.

6.2 Security Analysis
In this section we discuss how Crossover is able to mitigate

the threats described in Section 3.
In Crossover each VM receives its own framebuffer. Each

framebuffer memory region is page aligned. This ensures
that no framebuffer shares a memory page with another
framebuffer. The microkernel takes care of isolating dif-
ferent memory regions by correctly creating the page ta-
bles. As long as the microkernel is not subverted by an
attacker, the memory management unit (MMU) ensures iso-
lation between different framebuffers. This mechanism pre-
vents screen scraping attacks and no VM can read the frame-
buffer memory of another VM.

To prevent lookalike attacks Crossover implements the
SLI. It acts as a trusted path to the user. The SLI claims a
small portion of the screen to display information about the
active VM. This includes a color and an optional text label.
This information lets the user convey which VM is active,
no matter how the VM presents itself. The SLI is drawn



into its own framebuffer and therefore it is not accessible
and cannot be tampered with by a VM.

Crossover is able to prevent spying attacks. As outlined
in Section 3 all VMs can run in parallel. This would po-
tentially allow a VM to wiretap the stream of input events.
This attack is thwarted by the multiplexing component. Ac-
cording to the defined policy only the active VM receives
input events. Thus a background VM does not receive in-
put events. Crossover does not prevent wiretapping input
events within a VM.

The fourth threat Crossover is targeting is a DoS attack
on the UI to prevent background VMs from becoming the ac-
tive VM (or vice versa). In Crossover a VM is never aware of
its own state (active or background). Because VM switches
are initiated by Crossover a VM cannot prevent the switch
from happening. Together with mag, Crossover reassigns
the resources to the new active VM. Still a background VM
can use the CPU and network to negatively impact the per-
formance and battery.

Compared to a native setup without virtualization the
design of Crossover adds complexity to the trusted comput-
ing base (TCB). But this complexity is actually an advan-
tage because components which previously where not iso-
lated against each other (such as drivers for input and the
framebuffer) now run in their own address space in userland.
This reduces the attack surface. A VM does not have direct
access to the display hardware and an attacker first has to
compromise the mobile OS within the VM and then he needs
to exploit the multiplexing component through the virtual
input or framebuffer driver. The virtual input driver does
not allow bidirectional communication with mag. Only the
virtual framebuffer driver is able to communicate with mag
to set certain properties. But this interface is very lean and
we are confident that it cannot be exploited to attack other
VMs.

7. RELATED WORK
In [13] Selhorst et al. describe a trusted mobile desktop

which displays a trusted bar and securely multiplexes the
hardware framebuffer. Their m-gui is an adapted version
of its desktop pendant. Multiple ways of switching to dif-
ferent compartments are implemented using buttons on the
main screen or clicking the trust bar to iterate through all
available compartments. M-gui does not address the han-
dling of device-global functions such as audio volume and
display brightness which are shared between multiple com-
partments.

VMWare’s Mobile Virtualization Platform (MVP) [8] aims
at addressing manageability, cost, compliance and deploy-
ment problems in enterprises. It is a type-2 hypervisor ar-
chitecture implemented for Android. MVP allows to run one
Android guest VM. The guest is considered to be the secure
environment for business applications. To switch between
the host and the guest Android an additional application
is placed in the Android application launcher. MVP does
not implement a secure GUI but the host and the guest can
leverage the full 3D graphics capabilities of the respective
platform. A compromised host OS may launch successful
DoS or phishing attacks on the guest.

In [11] Gudeth et al. recommend the use of bare metal
virtualization to increase mobile device security. Their ar-
chitecture enables trusted applications to be protected de-
spite of a compromise of the commodity OS and aims at

minimizing the system’s trusted computing base. They did
not address a secure UI.

Cells [7] is a virtualization solution for mobile devices
which leverages the Linux namespace mechanism to create
multiple virtual phones (VPs) on one device. Cells’ VPs
feature fully accelerated 3D graphics which revealed no vis-
ible performance degradation during a human UI test. The
trusted computing base of each VP includes the whole Linux
kernel and all VPs share the same instance of the Linux ker-
nel. Switching between VPs is implemented using a one-
finger swipe gesture on the Android home screen or using a
special key combo. Cells does not have an indicator for the
active VM and the user cannot reliably tell different VMs
apart.

Qubes OS [14] is a desktop OS aimed at providing high
security. It is based on Xen and Qubes runs each application
in its own AppVM. Qubes provides isolation at the UI level
between each application. AppVMs are assigned to a cer-
tain security domain and have a color label. Thus the user
can easily convey the security domain of each application.
In [15] Feske addresses the problems of quality of service,
the coexistence of legacy and secure GUIs as well as secure
client side window management on desktop systems. Both
solutions are aimed at windowing based environments and
do not fit the needs of mobile devices.

The Blackberry Z10’s OS is based on the QNX micro-
kernel and promises to offer a business and a private par-
tition. A preliminary security investigation has been con-
ducted in [16]. On the OS level the private and the business
environment are separated by the means of Unix’s user and
group permissions. There is no distinction on the UI level.

8. CONCLUSION AND FUTURE WORK
In this paper we presented Crossover, a solution for a se-

cure and usable UI for mobile devices. Our prototype imple-
mentation is based on the L4Android framework and runs
on a real smartphone, the Samsung Galaxy S2.

Crossover provides a framework which defines the require-
ments and properties of a secure and usable UI to man-
age several different OS environments on one device. With
Crossover a user can trust that the OS personality they see
is the one they deal with. Further the framework allows to
manage global device settings. We showed that Crossover
is able to withstand wiretapping, look-alike and denial of
service attacks.

This makes Crossover the first solution which allows the
user to securely manage multiple OS personalities on one
mobile device.

8.1 Future Work
Future versions of Crossover may extend its functional-

ity to manage the lifecycle of multiple VMs. Having both
the private and the corporate environment on one device
may make it hard for employees to distinguish between the
job and recreational time. Recent surveys [17] point to an
always-on culture resulting from BYOD. So it may be desir-
able to switch off the business VM after work, on weekends
or on vacation. This especially holds true for e.g. a devel-
opment VM which is only temporarily needed.

Another future research question could be how Crossover
can be made accessible. Right now the two finger swipe
gesture is not suitable for one-armed people. Crossover is
also not usable for people without eyesight.



In the future Crossover also needs to address the question
of how to securely handle 3D graphics. Today’s mobile UIs
heavily rely on hardware accelerated graphics. We plan to
investigate how hardware accelerated 3D graphics can be
incorporated into the Crossover design and how the GPU
can be securely multiplexed between multiple clients.
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